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Abstract—Honey bees are dying at an alarming rate due to
Colony Collapse Disorder (CCD). Monitoring honey beehives
using the audio and video recordings obtained from the beehives
has been made possible with the availability of embedded systems
such as Raspberry Pis. Conveniently analyzing a large number of
audio files obtained from the hives is challenging but can provide
an opportunity to learn about the behavior of the bees. BeePhon
is a system of tools developed to enable exploratory analysis of
audio recordings, taken from inside honey beehives, and efficiently annotate them. It primarily consists of a web-application
user interface for performing Nonnegative Matrix Factorization
(NMF). Labeled data and components are stored in a database
and can be used to improve subsequent decompositions. Using
this system we annotated over 2000 audio files in four months.
Keywords—Acoustic signal processing, annotation, audio data
visualization, audio databases, honey bee audio, Nonnegative
Matrix Factorization (NMF), spectrogram.

I. I NTRODUCTION
As many domesticated honey beehives collapse due to
Colony Collapse Disorder (CCD), the ability to monitor the
hives and determine their level of health becomes critically
important. The BeeMon (short for Bee Monitoring) system
uses Raspberry Pis to reliably record audio from the inside
of a beehive and video at the entrance [1], [2] providing
a cost-effective opportunity to learn about the health of the
hives and behaviors relating to CCD. While computer vision
can reveal significant information about activity at the exterior
entrance of a hive [3], computer audition can provide valuable
information about the inside of a hive, without requiring
invasive inspections or costly sensors. This paper presents
a system called BeePhon, as an extension of BeeMon, that
facilitates the exploratory analysis of audio recordings using
machine learning alongside a web-application user interface
and several visualization features. The preliminary results look
promising.
There have been similar efforts in this direction of using
machine learning with audio or vibration signals recorded
with embedded systems in honey beehives in recent years [4]–
[15]. Some of these use dimensionality reduction techniques,
on the spectral data, such as Principal Component Analysis
(PCA), Singular Value Decomposition (SVD), or T-distributed
Stochastic Neighbor Embedding (t-SNE) [4]–[7]. These are
used to help classify recordings into binary classes such as a
queenright hive or queenless hive [4], [5], or predict swarm-
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ing [6], or monitor the brood development [7]. Our work uses
Nonnegative Matrix Factorization (NMF) for dimensionality
reduction. Because of the nonnegative constraint, the decomposed component spectra are interpretable as the spectra of the
component sounds. Because the nature of the work presented
in this paper is exploratory, interpretability is perhaps more
important than it would be in binary classification problem.
Before developing a machine learning model capable of
understanding the health and behavior of a beehive from
listening to 370 000 audio recordings, at least some of the
recordings needs to be labeled. The time cost for a human
to perform this labeling is not the only difficulty. While
there has been some entomological studies on the aggregate
sound of Apis mellifera colonies [16], most of the literature
focuses on the communication signals emitted by individual
bees, such as queen tooting, queen quacking, worker piping,
and forager recruitment signals [17]. We have not found that
the descriptions of these signals reflect our recordings of
the aggregate colony from inside the beehives, which almost
always is characterized by having a fundamental frequency
around 100 Hz. Therefore, we have to approach labeling the
data without knowing what to label it.
Given the task of deciding on what to label a recording
after listening to it, new annotators would understandably
be hard pressed to decide on anything other than “bees”
or “buzzing.” The annotators needs to discriminate between
subtle differences in a foreign auditory landscape. The requisite for this discrimination is familiarity, which means that
annotators needs to not only listen to many recordings, but
also remember what they sounded like. Experimental psychology studies have shown that verbalizing (labeling) sounds
and timbre (fundamental-frequency-invariant spectral shape)
greatly improves the ability to remember them [18]–[20]. The
dilemma is now obvious for a completely unlabeled data set.
The BeePhon system is the solution to this conundrum because
it employs unsupervised fuzzy clustering on a large data set
to enable human listeners to rapidly compare differences in
recordings. Because the time needed to remember differences
is shortened, their ability to discriminate is increased and they
can devise labels. By using BeePhon to progressively build and
refine a database of semantic meaning, teaching a machine to
automatically understand the beehive recordings may become
possible.

II. P RELIMINARY W ORK

III. T HE H IVE ’ S AUDIO DATA
A. Data Collection

Before beginning development of BeePhon, we built a
desktop application in Python using Enaml and Qt as a
GUI framework and Matplotlib for generating charts (Fig. 1).
Audio files were downloaded from the server and the average
spectrum within an hour was saved in a JSON file. With this
application, a user could quickly scroll through all of a hive’s
hourly average spectra, over a set period of time. This feature
made it easy to notice dramatic temporal changes; however, it
did not allow the user to consider the spectra as a mixture of
multiple sound sources. This limitation was not ideal because
the acoustic source of a given recording was a mixture of
multiple sound sources. The BeePhon web-application solves
this limitation by using NMF, as described in section VII.

BeeMon uploads minute long lossless audio files of a
beehive to our server. One of our scripts then inserts a NoSQL
document with the hive details, date-time, and file path of the
audio file into a database. A hum removal script sees the new
audio file document and creates a filtered copy of the audio
in another folder on the server and updates the document to
include the filtered audio file path.
B. Feature Extraction
Spectral analysis is performed on the filtered audio and
stored in the database document. We create a 2048 size array
of frequency-bin magnitudes from 0 Hz to 4000 Hz using the
implementation in [21] of the Zoom-FFT technique with the
Chirp-Z Transform in [22]. Each minute long audio file is
represented by a single spectrum, so temporal information is
lost. Loudness and stationarity measurements are also calculated for the filtered audio and stored in the database entry.
Fig. 2 illustrates this pipeline of data collection and feature
extraction.

Fig. 2. Data collection and feature extraction. “beeDB” refers to our
MongoDB database.
Fig. 1. The previous desktop application.

IV. W EB -A PPLICATION
Because we had chosen to store the spectral data as hourly
averages, it was not clear if the average was being affected
by a single outlier spectrum. The BeePhon web-application
addresses this by storing one spectrum per minute long recording. The desktop application could further aggregate the data
into daily, weekly, and monthly averages. This aggregation
provided a rough notion of an overview to the user but it
was still limited by the fact that the spectra had to be viewed
in sequence or overlapping each other. The BeePhon webapplication solves this limitation by generating spectrograms,
as described in section VI-A.
Documenting findings with this system was cumbersome
because if users happened to find something significant they
would have to browse through their file system to open the
audio files. Then they would have to go to a separate notetaking cloud service to enter the relevant file metadata in
addition to their annotation. From the viewpoint of the desktop
application, there was no way to know what had already
been annotated. The BeePhon web-application solves these
limitations, as described in sections VII-B and VIII.

The BeePhon web-application is created in Python using
the Bokeh framework for interactive visualizations [23]. It
is designed to be usable by our audio team, rather than the
general public. It is laid out on a single web page, with sections
organized into rows and tabs (see Fig. 3).
In the first row, there is a section to download audio files
by file-name and find nearby video files (see Fig. 4). There
is a section to view previously labeled spectral components
(Fig. 5). There is a section to add new audio file annotations
and newly labeled spectral components to the database. The
second row is for querying the database and is described
in section V. The third row is generated, as a new tab,
for each data query and is described in section VI. The
fourth row is generated, as a new nested tab, for each NMF
decomposition for a specific data query and is described in
section VII-B. Each decomposition tab belongs to a specific
data query. Switching to a different data query tab will hide
the child decomposition tabs of the other data queries. Both
decomposition tabs and data query tabs can be closed by the
user.

Fig. 3. BeePhon web-application.

custom solution with JavaScript, is that it saves programming
time. The main disadvantage is that it can be very slow,
on the browser side, when generating as many charts as the
BeePhon application currently does. A solution to this may be
to dynamically generate the different aggregations only when
the user requests them, and swap them out on the same chart
element, rather than having so many different charts hidden in
tabs.
V. DATA Q UERIES

Fig. 4. File download and video finder after the user clicks an item in the
gain matrix.

Data is queried with a hive name, date range, and desired
hours (see Fig. 6). Queries can also be a list of file paths, if
the user wants to combine multiple hives and include audio
files that are not temporally consecutive. The loudness and
stationarity measurements can also be used to constrain the
query results. Setting the loudness field can prevent outlier
data, such as the beekeeper opening the hive or a bee bumping
against the microphone, from being included. The stationarity
field can prevent audio files with a significant amount of
temporal change from being included. Generally, the sound
of thousands of bees does not change much within a minute,
so if there is a significant amount of change in a recording, it
is because a single bee is close to the microphone or a lawn
mower is operating close-by.

Fig. 5. Database component viewer.

Because the data being visualized in a spectrogram, weather
plot, and gain and component charts of different decompositions are all shared, we chose to use the same axis-rangeobject for the x-axes. This way, if the user is comparing
two decompositions with different hyperparameters and zoom
in to a specific date-range on one gain matrix chart, the
other gain matrix charts, spectrograms, and weather plots will
automatically match in scale.
Within a decomposition tab, the user can toggle the visibility
of NMF components in the gain or component matrix charts
by clicking on a component’s name in the legend. We added
the behavior that whenever a component is hidden in one
chart, the ten other charts with different representations of the
same component also become invisible with just one click.
We implemented this by sub-classing the Python dict class
and adding new functionality to it with the observer pattern.
Querying the database and generating NMF decompositions
can take a few seconds. If the user is impatient and clicks on
a button for a second time while waiting for the server to
send the data to their browser, that button’s callback will be
queued to execute. This redundant execution results in two
of the same data query or decomposition, which means the
impatient user has to wait twice as long. We solved this issue
by having all buttons disable, change color, and display status
messages until their callback function is completed.
The main advantage to using Bokeh, rather than creating a

Fig. 6. Data query options.

VI. R AW DATA V ISUALIZATION
A. Spectrograms
To view the spectral data as spectrograms (time-frequency
heat maps), Bokeh’s “Rect” glyph is used. Each spectrum
is treated as a column placed on its associated date-time
on the x-axis. In this column, a rectangle is rendered for
each frequency-bin along the y axis and colored according
to its magnitude. By using “Rect” glyphs instead of a typical
“Image” glyph for the spectrograms, we were able to accommodate the fact that our data was not uniformly sampled.
Spectrograms can be viewed with individual columns for
each audio recording or aggregated into hourly (Fig. 7) or
daily averages. Usually, recordings are a minute long, taken
every five minutes, from 8:00 AM to 8:00 PM. The widths of
the “Rect” glyphs are stretched to make neighboring columns
touch. Without this adjustment it becomes difficult to read. The
gap between days, on the normal and hourly average views, is
left black so that the abrupt change from 8:00 PM to 8:00 AM
does not misleadingly appear significant.

Fig. 9. Gain matrix with video file sizes, overlaid in black, across eight days.

VII. N ONNEGATIVE M ATRIX FACTORIZATION
Fig. 7. Hourly average spectrogram chart across eight days.

B. Weather
The weather data for the same date range can be viewed on a
separate plot (Fig. 8). When viewing the NMF decompositions,
the ability to immediately reference the weather data is useful
because a change in the gain matrix is often explained by a
change in the weather. Finding changes in the gain matrices
that do not correspond with the weather are good sources of
investigation. Weather can also be overlaid on the gain matrix
chart in the NMF decompositions, but the result is usually too
cluttered.

NMF is accomplished with either scikit-learn’s Coordinate
Descent (CD) solver [24] or our custom implemented Alternating Least Squares (ALS) solver.
BeePhon normalizes the components in the component
matrix after the decomposition process is finished. The component matrix vectors are normalized to have a magnitude of
one. Then, the gain matrix is updated in one step to reflect
this change. This adjustment makes it easier to compare the
components visually. It also makes the gain matrix easier to
interpret. If the components were semantically labeled (i.e.,
“Rain”, “Workers”, “Drones”) and “Rain” was 100 times the
scale of “Workers” in a row of the gain matrix, one would
expect that audio to be composed of much more rain sound
than worker bee sound. However, if the magnitude of the
“Workers” component in the component matrix was 1000
times greater than the “Rain” component, then the actual audio
file might be composed of very little rain, even though the gain
matrix seems to suggest otherwise.
A. Hyperparameters

Fig. 8. Weather data (humidity, air temperature, precipitation, and wind speed)
across eight days.

C. Video File Size
The video file sizes can be overlaid on the gain matrix
chart in the NMF decompositions (Fig. 9). Though outside the
scope of this paper, we have observed that the video file sizes
correlate well with the number of bees entering and leaving
the hive at low and medium traffic. Additionally, the video file
sizes usually correlate with the magnitude of each sample in
the NMF gain matrix. In cases where they do not correlate
well, it may represent an abnormal situation and is something
worth investigating. By visualizing the two together, it makes
finding notable events easier.

The following hyperparameters are chosen by the user
before beginning the decomposition:
• number of components,
• normalize rows in data matrix,
• initialization with fixed components,
• regularization, and
• frequency-bin weighting.
The number of components specifies to which dimensionality the original 2048 feature space will be reduced. With one
component, the resultant gain matrix is proportional to the
RMS of the raw audio data. The resultant component matrix
is equivalent to the average spectrum.
Normalizing the rows in the data matrix occurs before
the decomposition process begins. Each row is set to have
a magnitude of one. This normalization has the effect of
reducing the importance placed on loud audio recordings,
such as the beekeeper opening the hive. We observed that
the components found with this normalization method were
similar to those found by manually removing outlier data.
Because of this, the user does not need to decide on some
RMS threshold to filter the data query and data does not need
to be excluded. After the decomposition process is completed,

the resultant component matrix is used to find the gain matrix
of the original, non-normalized, data matrix in one final update
step.
Initialization with fixed components uses previously discovered and labeled components. If this option is enabled then the
decomposition uses our custom ALS solver instead of scikitlearn’s CD solver. The user selects one or more components
from the database. For example, if a component that described
the spectrum of rain had previously been added to the database,
it could be used. These previously discovered components are
fixed in the new decomposition, meaning the ALS process
is prevented from updating them in the component matrix.
Because it is unknown if there is a sound source in the
new data that is not represented by the previously labeled
components, performing decomposition with only fixed components is not ideal. BeePhon addresses this by allowing the
number of components hyperparameter to be set higher than
the number of fixed components. In this case, the ALS process
will update the new, unfixed components to describe whatever
the fixed components fail to describe. This way, if users have
already taken the time to semantically identify some sounds
confidently, then, when a new sound emerges in the hive, they
can build off of their previous work to isolate the new sound.
Regularization can be used by specifying the desired amount
of regularization and the ratio between L1 and L2 penalties. This constraint causes the decomposition to be sparse.
Currently, this affects both the gain and component matrix.
Because audio spectra of unmixed sounds are rarely sparse
themselves, we are developing further controls to limit the
sparsity to only the gain matrix.
Frequency-bin weighting scales the data matrix columns
by some vector representing the desired importance of each
column. This weighting can help prevent the bias towards the
low frequency resonance caused by the acoustic modes of the
beehives and the proximity effect. Originally, we zeroed out
the data below some user-set frequency. However, it is difficult to perfectly choose the correct frequency without losing
information. Instead, by weighting the frequency-bins with
non-zero weights, the resonant frequencies can be smoothly
reduced, without eliminating them entirely. Additionally, by
using this method, the inverse operation can be applied on the
component matrix after the decomposition process, and updating the gain matrix to reflect this. That way, the component
matrix represents the actual component spectra of the audio,
and the only difference is that the components found are less
biased towards the resonant low frequencies.
B. Decomposition Charts
Interactive charts are displayed to visualize the component
matrix and corresponding gain matrix (Fig. 10). The gain
matrix can be aggregated into hourly or daily averages. It also
overlays the video file sizes and weather information. It can
also show the NMF reconstruction error of each item. Users
can click on items in the gain matrix chart to listen to the
audio or to get a hyperlink to watch the closest video on a
separate web-application for videos (Fig. 4). Hovering over the

component matrix chart displays tool-tips with the frequency
location of the cursor and magnitude of each component at
that frequency.
Clicking on an item also can display the original spectrum
and reconstructed spectrum in separate plots. Upon hovering
over a recording, the loudness and stationarity measurements
are displayed in a tool tip, as well as any annotations associated with the audio file. If the chart is displaying an aggregated
view of the data, then all the annotations contained within an
aggregation unit will be combined.

Fig. 10. Daily-average relative gain matrix chart (top) and component matrix
chart (bottom).

VIII. E XCEL W ORKBOOKS AND A NNOTATION
An Excel workbook of the component and gain matrices
can be automatically generated by the web-application and
downloaded by the user. The gain matrix sheet shows the
amount of each component in each audio file (columns N–R in
Fig. 11). It also shows this amount as a percentage (columns
S–W in Fig. 11). This percentage is useful for finding audio
files that are the purest representations of a given component.
It also displays each audio file’s loudness (columns J–M
in Fig. 11) and stationarity measurements (columns E–I in
Fig. 11) and any annotations (columns Y–Z in Fig. 11). The
user can easily sort by component amounts and listen to the
audio files to both annotate individual files and determine
the semantic meaning (if one exists) of the components.
Hyperlinks are automatically generated for the audio files so
the user can open them directly from the workbook. Each
column of data has conditional formatting to highlight the top
5% of data in green and display one of the five arrow icons
to demarcate every 20% interval. This formatting makes it
convenient to visually scan through the numbers.
The component matrix sheet (Fig. 12) contains the name and
spectral information of each component, as well as a chart of
them. If users wish, they can copy the workbook and alter
the frequency-bin magnitudes here to use as initialization for
new decompositions. This sheet can also be used to rename
components.

If users determine there is not a semantic meaning to
the components, they can adjust the hyperparameters and try
again. If they are able to label the components, they can
upload this workbook to the database to reuse the components
in future decompositions. Annotations are also added to the
database.
We chose to separate the functionality of the workbooks
from the web-application to prevent the web browser from
being overloaded. It also saved programming time because
Bokeh’s table widget would have to be heavily modified to
have similar functionality (filtering, coloring, sorting, renaming things, hyperlinks). It is also convenient to be able to take
advantage of any of Excel’s data operations on the fly, rather
than having to program a custom feature that may not be useful
in the end. Additionally, these serve as a permanent record of
a user’s data exploration saved to later refer to and repeat. For
this reason, there is a sheet named “Parameters” that saves a
record of the NMF hyperparameters used.
IX. C ONCLUSION
The paper presented some details on the design of the
BeePhon system that is created to effectively and conveniently
analyze the audio recording from honey beehives. The system
allows analysis of large number of files and the results can
be viewed in forms of various visualizations for different
purposes. As shown in the paper, the visualization tools in
the BeePhon application helped us learn various things about
the hives efficiently. The system allowed us to annotate more
than 2000 audio files in the span of four months. Before
using this system, we had only annotated 130 audio files in
the span of nine months and were not able to find as full
a variety of sounds. The ability to conduct more advanced
analysis using NMF has significantly improved the level of
knowledge discovery from the hives. We hope to use the
system to classify normal and abnormal behaviors in hives
as a way to determine problems and take measures to address
them. Future work includes four problems. First, implementing
sparsity constraints on the gain-matrix without constraining
the component-matrix. Second, using the exploratory findings
from BeePhon to develop an early warning system with
automated anomaly detection, using more rigorous validation methods. Third, replacing the Zoom-FFT, used during
spectral analysis, with the Constant-Q Transform to improve
frequency-bin resolution for the lower frequencies. Fourth,
automated segmentation of audio files before reducing them
into a single spectrum. That way, if an individual bee is in
close proximity to the microphone for half the duration of an
audio recording, two different spectra could be stored in the
database instead of one.
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